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Abstract

Breast reconstruction following mastectomy is increasingly performed, with Deep Inferior Epigastric artery
Perforator (DIEP) flap surgery considered the gold standard. Accurate preoperative perforator selection is vital to
minimize complications and operative time. While computed tomography angiography (CTA) remains the clinical
reference, drawbacks including radiation, contrast use, and cost motivate exploration of non-invasive alternatives.
Dynamic Infrared Thermography (DIRT) offers a low-cost, radiation-free method but still lacks automation.

This study evaluates deep learning for automated perforator detection in DIRT. A dataset of 50 time-lapse
thermograms from five patients was acquired using various cooling methods and validated through leave-one-out
cross-validation (LOOCV). Two neural network architectures were compared: a standard U-Net and a modified U-
Net (mU-Net) from prior work.

U-Net consistently outperformed mU-Net. Across LOOCYV folds, U-Net achieved a mean weighted Dice loss of 0.42
+ 0.09, sensitivity of 0.87 + 0.08, and precision of 0.82 + 0.14. On an independent test patient, sensitivity remained
high (0.88) but precision decreased (0.58). The mU-Net failed to converge (validation loss 0.87 + 0.02), producing
uniform segmentations.

These findings demonstrate that U-Net is a robust tool for automated perforator detection in DIRT, though false
positives highlight the need for larger datasets and further optimization before clinical use.

Keywords: DIEP flap surgery, dynamic infrared thermography, perforator detection, neural network, U-Net
architecture

1. Introduction

In 2020, breast cancer became the most common cancer worldwide, with an estimated 2.3 million new cases.
About one in seven women in Western countries will encounter breast cancer during their lifetime [1]. Moreover,
predictions indicate that breast cancer will experience the most substantial increase among all cancers. According
to the International Agency for Research on Cancer of the World Health Organization, there is an expected 92.8%
rise in breast cancer cases by 2045 [2].

Over recent decades, there has also been a notable increase in breast reconstructions, particularly in Western
regions. Studies conducted between 2005 and 2014 revealed that approximately 35-40% of breast cancer cases
in the USA undergo mastectomy, with 50.5% of them opting for breast reconstruction [3], [4]. This accounts for
about 18% of post-mastectomy breast reconstructions relative to breast cancer cases. In recent years, this
proportion has significantly risen, reaching 55.3% in 2022 [2], [5]. This remarkable surge in breast reconstructions
can be attributed to various factors, including improved surgical techniques, greater acceptance of reconstructive
options, and a growing number of prophylactic mastectomies [6]. Additionally, studies confirm the positive impact
of breast reconstruction on the psychological well-being and quality of life post-mastectomy [6], [7].

Regarding breast reconstruction methods, there is a growing preference for autologous reconstructions using the
patient's own tissue. Autologous reconstructions offer advantages such as a more natural appearance and feel of
the breast, with longer-lasting results compared to implants. Deep Inferior Epigastric artery Perforator (DIEP) flap
surgery has emerged as the gold standard for autologous breast reconstructions [8], [9]. During a DIEP flap breast
reconstruction procedure, skin and subcutaneous tissue from the lower abdomen of the patient are utilized to
reconstruct the breast. This tissue, known as a flap, receives its blood supply from the deep inferior epigastric artery
and one or two associated veins through a perforator. During the surgery, the perforator is anastomosed to the
internal mammary artery and vein to ensure optimal blood flow to the reconstructed breast [10]. Selecting the most
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suitable perforators is crucial for optimizing the effectiveness of this procedure, leading to reduced necrosis and
complication rates, improved outcomes and shorter operation times [10], [11].

Currently, several techniques are used to locate perforator vessels, such as computed tomography angiography
(CTA), color Doppler ultrasonography (CDU), magnetic resonance angiography (MRA), or dynamic infrared
thermography (DIRT) [11]. Among these, CTA is considered the gold standard for perforator selection, as it provides
detailed information about the location and intramuscular course of the perforators. However, CTA has multiple
disadvantages, such as the use of intravenous contrast agents and ionizing radiation, which can damage genetic
material and potentially lead to cancer and kidney failure [12], [13]. Other drawbacks are the high costs associated
with CTA scans, as well as being unsuitable for intraoperative use and lacking information about the physiological
information in flow characteristics of perforators pre- and postoperatively [10].

An alternative, non-invasive technique for perforator selection is Dynamic Infrared Thermography (DIRT). Unlike
CTA scans, DIRT does not require the use of ionizing radiation or contrast agents. Although initially introduced to
reconstructive surgeries by Theuvenet et al. in 1986, this technique has gained popularity in recent years [14]. It is
an imaging technique that measures the temperature changes in the body’s surface tissues by detecting infrared
(IR) radiation after an external stimulus. DIRT is a cost-effective method, as the major expense lies in the thermal
camera, which is ten to one hundred times cheaper than a CT scanner. This technique is utilized in diverse medical
applications, including breast reconstructions, breast cancer, skin cancer, and diabetes screening [15]. Typically,
the skin is cooled, after which the tissue self-reheats due to blood circulation [16], [17]. The IR measurements taken
during the rewarming process provide the desired information about the tissue, depending on the application. DIRT
is used preoperatively in DIEP flap surgeries to optimize the selection of perforators by identifying dominant
perforators through analysis of hotspots during the rewarming phase [18], [19].

Previous efforts to automate perforator selection in DIEP flap surgery have primarily aimed at reducing labor
intensity and interpretation time. Mavioso et al. [20] introduced a method based on CTA and conventional
segmentation techniques, demonstrating the potential to improve accessibility and procedural efficiency by
reducing reliance on radiologists. Similarly, Kakileti et al. [21] focused on automating breast cancer screening
through thermography, underscoring the importance of standardized quantification to mitigate subjective
interpretation. Despite their contributions, both approaches depended on segmentation techniques sensitive to
noise, lighting, and external factors. While intensity and area thresholding methods may perform well under
controlled conditions, they lack robustness in real-world applications, often yielding errors when confronted with
variations in temperature, noise, or camera angles. Moreover, abdominal temperature varies among patients and
can be influenced by ambient room temperature, further complicating accurate segmentation. Recognizing these
limitations, Mavioso proposed that machine learning techniques could enhance robustness. Building on this
premise, De La Hoz et al. [22] recently developed a neural network model for perforator detection, achieving high
segmentation accuracy with a Dice score of 0.8 after 2 minutes of rewarming and 0.9 after 4 minutes. However,
the current validation was performed using a limited dataset of 27 measurements. De La Hoz et al. [22] concluded
that training and validation on larger, more diverse datasets could further improve the model’s generalizability and
robustness.

This study aims to evaluate the accuracy and robustness of the neural network model developed by De La Hoz et
al. [22] using a larger and more diverse dataset. Additionally, it is of particular interest to assess perforator detection
using a U-Net neural network, which is widely employed in the medical domain for segmentation tasks. U-Net has
proven effective in applications such as liver lesion segmentation [23] and retinal vessel detection [24],
demonstrating its adaptability to complex medical imaging challenges. In this paper, the performance of the two
neural networks will be compared to determine their efficacy in perforator detection. The overarching goal of this
research is to highlight the importance of representative datasets, advanced preprocessing techniques, and
optimized neural network architectures in enhancing abdominal perforator detection accuracy in DIEP flap
surgeries.

This study is organized into six sections. Section 2 outlines the methodology, detailing the data acquisition process,
the neural network architectures, and the training protocols employed. Section 3 focuses on the performance
analysis, describing the evaluation metrics and the leave-one-out cross-validation approach used to assess the
models. In Section 4, the results are presented, with a comparison of the U-Net and mU-Net architectures in terms
of segmentation accuracy and robustness. Section 5 provides a critical discussion of the findings, including their
implications, limitations, and potential directions for future research. Finally, Section 6 summarizes the key
conclusions and contributions of this work.

2. Methodology
2.1 Measurements

In this study, we adhere to the dynamic thermography protocol outlined by Thiessen et al. [25]. Ten different
preoperative Dynamic Infrared Thermography (DIRT) measurements were performed per patient across a cohort
of five individuals scheduled for DIEP flap surgeries. A FLIR A655sc thermal camera with a 25° lens was employed
for data collection. The camera features an uncooled, long-wavelength microbolometer detector (7.5-14 ym), a



spatial resolution of 640 x 480 pixels, and high thermal sensitivity (NETD < 30 mK), enabling precise thermal
imaging for clinical applications. The camera was positioned at a distance of 0.9 to 1.2 meters above the patient’s
lower abdomen, with the exact positioning adjusted according to the surgical table height and the patient’'s body
size.

For each patient, the lower abdomen was subjected to ten distinct cooling techniques to establish a robust and
diverse dataset, thereby reducing reliance on a single cooling method. These techniques included conductive and
convective approaches, each designed to optimize cooling effectiveness and minimize artifacts such as uncooled
creases, which can compromise rewarming measurements. Conductive methods involved direct contact with the
skin and included standard water-based cooling using a sterile water-filled bag, as well as variations with insulation
materials such as cotton, neoprene, or thermal pads to improve temperature distribution. Elastic cooling was
achieved using a water-filled latex balloon, while cryogenic air-filled bags, pressed gently against the abdomen,
enhanced cooling uniformity by venting air to prevent localized overcooling. Pre-cooled pads, set to specific
temperatures (5 °C or -10 °C), provided additional controlled conductive cooling options. Convective cooling
methods used cryogenic air streams directed onto the abdomen at a fixed distance, either stationary or moving,
ensuring even cooling without direct skin contact. Skin rewarming was recorded over a 4-minute period after each
cooling application to evaluate the thermal effects of each technique.

In total, a dataset comprising 50 time-lapse thermograms was generated. By employing multiple cooling
techniques, this study seeks to create a more generalized and robust framework for perforator detection, mitigating
the dependence on specific cooling strategies typically chosen by surgeons.

2.2 Labeling and augmenting

The labeling of the dataset was performed using standard threshold-based image segmentation on three images
captured during the rewarming phase of the lower abdomen: immediately after cooling (1), after 120 seconds (2),
and after 240 seconds (3) (see Figure 1). This approach leverages the advantage of the temporal dimension:
immediately after cooling, creases are most visible, while perforators become progressively clearer during
rewarming. After 120 seconds, the first perforators are visible, and by 240 seconds, all perforators are fully
distinguishable [26]. The thresholding tool was validated using CTA scans of the patients and reviewed by clinical
experts to ensure accuracy. The dataset was segmented into four distinct classes, following a method similar to
that described by De La Hoz et al. [22]. These four classes (cooled abdomen, umbilicus, perforators, and cooling
artifacts) form the basis for both the ground truth labels and the output predictions of the neural networks (see
Figure 2). Class 1 represents the cooled abdomen, which serves as the primary region within which all other classes
are located. This region is segmented by identifying low-intensity areas immediately after cooling. Class 2 is the
umbilicus, a stable, high-temperature region at the upper center of the cooled abdomen, acting as a critical
reference point for localization and comparison with CTA scans. Class 3 represents perforators, which are high-
intensity regions that emerge during rewarming and exhibit initial cooling. Perforators that are closest to the
umbilicus are prioritized, as they are considered optimal for transplantation. Finally, Class 4 includes cooling
artifacts, which are uneven cooling lines that initially appear brighter than the surrounding abdomen but gradually
converge with the surrounding tissue over time. These were separately labeled to minimize false positives in
perforator detection.

Compared to prior work, this research fully utilized the advantage of the temporal dimension, derived from the
recorded data, by using the first frame once cooling has been removed, a frame in the middle of the recording and
the last frame of the recording. These three frames give the neural network more dimensional context to improve
its performance and to make the model more robust.
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Figure 1. Three images from the rewarming phase of the lower abdomen are used for labeling: immediately after cooling (A),
after 120 seconds (B), and after 240 seconds (C).



Figure 2. The dataset is segmented into four distinct classes: cooled abdomen (4), umbilicus (B), perforators (C), and cooling
artifacts (D).

Data augmentation was applied on the 50 measurements to increase the diversity of the training dataset and
improve the robustness of the model. The augmentation process used random cropping with a minimum coverage
of 70%, resizing all cropped images to a fixed resolution of 256x256, added random Gaussian noise with a standard
deviation of 0.25, and performed random horizontal and vertical flips. Multiple augmented copies of each original
image were generated by repeating these transformations, thereby significantly enhancing the variability of the
dataset. This precise approach reduces the risk of overfitting and improves the model’'s ability to generalize to
unseen data.

2.3 Training and validating

To evaluate the performance and robustness of the neural networks, a comprehensive leave-one-out cross-
validation (LOOCYV) approach was applied at the patient level. In this method, each patient's dataset is used as the
validation set once, while the remaining datasets are used for training. This ensures that each patient is
independently validated, minimizing overfitting to specific anatomical characteristics and providing a reliable
measure of generalizability. Performance was assessed by comparing training and validation loss across the five
cross-validation iterations: a lower validation loss reflects better generalization to unseen data, while a small gap
between training and validation loss indicates that the network avoids overfitting. By systematically validating each
patient, this approach not only identifies the better-performing network architecture but also evaluates its
consistency across different patient anatomies and cooling conditions. In addition to the LOOCV evaluation, a sixth
patient was reserved as an independent external test case. For this evaluation, the five networks trained in the
LOOCYV folds were combined by averaging their output probability maps, and performance metrics were computed
directly on these averaged probabilities. This averaging reduces variance and provides a more robust estimate of
generalization performance on the external patient.

The primary objective is to minimize a weighted Dice loss function, which explicitly addresses the strong class
imbalance inherent in this segmentation task. The Dice loss is defined in Equation (1), where p is the predicted
mask, g is the ground-truth mask, and e is a small constant to ensure numerical stability. By directly maximizing
the overlap between predicted and ground-truth masks, Dice loss ensures that small but clinically critical structures
such as perforators contribute proportionally to the optimization process.
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To further emphasize perforator detection, class weights of 0.8 (abdomen), 0.8 (umbilicus), 6.0 (perforators), and
2.4 (creases/artifacts) were applied. These weights were chosen to increase the relative importance of perforators
and, to a lesser extent, creases, ensuring that the networks focus on structures most relevant for clinical decision-
making. The weighted contributions are summed to compute the final weighted dice loss. Both training loss and
validation loss were recorded during each epoch, and their convergence behavior was analyzed to compare the
learning efficiency and generalization capabilities of the two models.

Both networks were initialized using PyTorch’s default random weight initialization scheme. The models were
trained from scratch, without the use of pretrained encoders, backbones, or externally sourced weights.
Hyperparameters were fixed a priori, guided by established practices in deep learning and medical image
segmentation. We used the Adam optimizer with learning rate 0.001, consistent with the values demonstrated to
work well in practice [27]. A small batch size of 16 was chosen to improve generalization performance and limit
memory requirements, aligning with findings that small mini-batches (typically 16—32) often yield better results in
CNN training [28]. Maximum training was set to 100 epochs, with early stopping if validation loss did not improve
for 10 consecutive epochs, a protocol frequently used in benchmark medical imaging studies [29], [30].

Two neural network architectures are evaluated and compared: the U-Net proposed by Ronneberger et al. [24] and
a modified U-Net architecture developed by De La Hoz et al. [22].
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Figure 3. The U-Net architecture with a symmetric encoder-decoder structure and skip connections.

- The U-Net, introduced by Ronneberger et al. [31], is a widely used convolutional neural network designed
for biomedical image segmentation. Its architecture follows a symmetric encoder-decoder structure, as
illustrated in Figure 3. The encoder progressively downsamples the input image by applying 3x3
convolutions followed by RelLU activations and 2x2 max pooling operations. This process allows the
network to capture multi-scale contextual information, which is critical for precise segmentation. The
decoder, on the other hand, upsamples the feature maps back to the original resolution using transposed
convolutions and combines them with high-resolution features from the encoder via skip connections.
These skip connections help preserve fine-grained spatial information, which is crucial for accurately
segmenting small, detailed structures such as perforators.

The final layer of the U-Net consists of a 1x1 convolutional layer that produces a probability map with four
channels, corresponding to the four segmentation classes: cooled abdomen, umbilicus, perforators, and
cooling artifacts. U-Net's strength lies in its ability to generalize well, even when trained on relatively small
datasets, making it particularly suitable for applications involving limited data availability, such as this
study.
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Figure 4. The modified U-Net architecture by De La Hoz et al. [20], featuring a feature pyramid network design and 1x1
transformer layers for efficient upsampling.

- The second network is a modified version of U-Net proposed by De La Hoz et al. [22], as illustrated in
Figure 4. This model introduces key architectural changes aimed at improving computational efficiency
and segmentation accuracy. Unlike the original U-Net, this architecture incorporates a feature pyramid
network (FPN) design, where downsampling is applied at each convolutional block to process the input
image at multiple resolutions. Each block receives a downsampled version of the original image,
concatenated with the output from the previous block. This multi-resolution approach allows the network
to capture features at various scales, which is particularly useful for detecting perforators of varying sizes.

Additionally, instead of using transposed convolutions for upsampling, the modified U-Net employs a 1x1
transformer layer that directly processes resized block outputs. This change reduces computational
overhead while maintaining high segmentation accuracy. The outputs of all blocks are upsampled to the
original input size and concatenated before being passed to a final decision layer, which consists of a 1x1
convolution that generates the output segmentation map with four channels, corresponding to the four
defined classes.

3. Results

In this section, we present the results of the neural network comparison in terms of training and validation weighted
Dice loss, as well as segmentation performance. The evaluation is performed using patient-level LOOCV, with
each iteration corresponding to a different patient being used as the validation set. This approach allows for the
assessment of patient-specific variability and the robustness of the models under different conditions. In addition,
an independent sixth patient was evaluated as an external test case to probe generalization beyond the cross-
validation folds.

Figure 5 displays the training and validation weighted dice loss curves over 35 epochs for the U-Net and mU-Net
models. The choice of 35 epochs aligns with findings that training for a fixed number of epochs, combined with
early stopping, prevents overfitting and degradation of performance on validation data. Both networks show a
steady decrease in training loss, with the U-Net achieving a lower final validation loss compared to the mU-Net.
While the U-Net converges effectively, the mU-Net does not exhibit convergence, as its validation loss plateaus at
a consistently higher value. These results indicate that the mU-Net struggles to generalize with the current
measurements and settings, reflected in its inability to reduce validation loss effectively.

Table 1 reports the per-fold minima for training and validation weighted Dice losses for both models. For validation,
the U-Net attains a mean loss of 0.42 + 0.09, with a maximum inter-patient difference of 0.13, between validation



patients 3 and 4. While some folds exhibit slightly faster or slower convergence, the overall performance trends
remain consistent across datasets. In contrast, the mU-Net exhibits substantially higher validation losses, with a
mean of 0.87 + 0.02, and no meaningful convergence across folds.

Segmentation performance was further quantified in terms of sensitivity and precision for perforator detection.
Across the five LOOCYV folds, U-Net achieved a mean sensitivity of 0.87 + 0.08, indicating that most true perforators
were consistently detected. The corresponding mean precision was 0.82 + 0.14, reflecting the presence of
occasional false positives. In the independent test patient, sensitivity remained high at 0.88, but precision dropped
to 0.58, consistent with the larger number of false positives observed qualitatively.

These trends are further illustrated in Figure 6, which presents representative ground-truth labels and
corresponding U-Net predictions. Only U-Net outputs are shown, as mU-Net produced near-uniform segmentations
without meaningful anatomical detail. In all cases, the majority of perforators are correctly identified, confirming the
robustness of the network. Occasional false positives and false negatives remain, highlighting opportunities for
further optimization of the model. The independent test patient yielded a weighted Dice loss of 0.49, slightly higher
than the LOOCV mean. Consistent with this, segmentation quality was generally preserved, although a greater
number of false positives were observed compared to the cross-validation folds.

Validation patient 1 Validation patient 2 Validation patient 3 Validation patient 4 Validation patient 5
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Figure 5. The U-Net converges in all five folds, achieving a consistently lower validation loss, while the mU-Net fails to
converge for any dataset.

Validation Validation Validation Validation Validation
patient 1 patient 2 patient 3 patient 4 patient 5
0.51 0.55 0.66 0.69 0.68
0.84 0.89 0.87 0.85 0.88
U-Net Training loss 0.24 0.30 0.27 0.19 0.23
Validation loss | 0.48 0.38 0.34 0.57 0.37

Table 1. Training and validation weighted dice losses for both models after 35 epochs, using LOOCV where each patient is
used as the validation set once.

Validation patient 1 Validation patient 2 Validation patient 3 Validation patient4 Validation patient 5 Test patient
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Figure 6. Ground-truth labels (top) and U-Net predictions (bottom) for the five LOOCYV validation patients and the test patient.
The U-Net correctly identifies most perforators across patients, with boundary discrepancies and occasional false
positives and false negatives, more pronounced in the test patient.

4. Discussion

The results of this study demonstrate the effectiveness of the U-Net architecture for robust perforator detection in
DIEP flap surgeries. Despite its relative simplicity, U-Net achieved superior generalization compared to the modified
U-Net (mU-Net) proposed by De La Hoz et al. [22]. U-Net consistently reached lower validation losses across folds
(mean weighted Dice loss 0.42 + 0.09), with limited inter-patient variability, and maintained high sensitivity (0.87 +
0.08) in detecting true perforators. Precision was somewhat lower (0.82 = 0.14), reflecting the presence of
occasional false positives, particularly in the independent test patient. These findings indicate that U-Net is capable
of detecting clinically relevant perforators, although refinement is required to reduce false detections.

In contrast, the mU-Net failed to converge and produced near-uniform segmentations with persistently high
validation losses (mean 0.87 + 0.02). This pattern reflects underfitting and suggests that the architecture, under
the present training conditions, is not capable of capturing the discriminative features required for perforator
detection.

The robust performance of the U-Net can be attributed to its encoder-decoder structure with skip connections,
enabling simultaneous capture of local and global contextual information. This facilitates detailed segmentation of
perforators while maintaining robustness to inter-patient anatomical variability. However, segmentation errors at
perforator boundaries and the occurrence of false positives underscore the need for further optimization to meet
clinical standards.

This study is limited by the relatively small dataset of five patients, which, while diverse, may not fully capture the
variability encountered in broader clinical populations. Additionally, the reliance on specific cooling protocols and
imaging conditions may constrain the generalizability of our findings to other surgical setups or equipment
configurations.

Future research should focus on expanding the dataset to include a more extensive range of patient anatomies,
cooling methods, and surgical conditions. This would enhance the model's generalizability and robustness. In
addition, hyperparameters were fixed a priori based on established practices rather than optimized for this specific
dataset. While this ensured reproducibility and reduced computational cost, future work could systematically
explore hyperparameter tuning to potentially enhance performance. Furthermore, optimization of the U-Net
architecture, such as incorporating attention mechanisms or advanced loss functions, could further improve its
segmentation accuracy. Lastly, integrating intraoperative validation could provide valuable insights into the real-
time applicability of the model.

5. Conclusion

This study demonstrates that the U-Net architecture is a robust and effective tool for perforator detection in DIEP
flap surgeries. By leveraging a diverse dataset and advanced preprocessing techniques, the U-Net achieved
superior performance compared to the modified U-Net, highlighting its suitability for clinical applications. However,
the observed segmentation errors and the dataset's limited size emphasize the need for continued research and
refinement. Future work should aim to scale up data collection and optimize neural network architectures to improve
accuracy.
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Abbreviations

CTA Computed Tomography Angiography
CDhu Color Doppler Ultrasonography
DIRT Dynamic Infrared Thermography
DIEP Deep Inferior Epigastric artery Perforator
IR Infrared
LOOCV Leave-One-Out Cross-Validation
MRA Magnetic Resonance Angiography
mU-Net Modified U-Net
NETD Noise Equivalent Temperature Difference
RelLU Rectified Linear Unit
U-Net Convolutional Neural Network for biomedical image segmentation
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